Building an Experiment Baseline in Migration Process from SQL Databases to Column Oriented No-SQL Databases

Gomez A¹, Ouanouki R², April A³ and Abran A⁴

¹PhD student—École de Technologie Supérieure (ÉTS) 1100, rue Notre-Dame Ouest (angle Peel) Montréal (Québec) H3C 1K3 514 396-8800 Bureau A-3438, Canada
²PhD student—École de Technologie Supérieure (ÉTS) 1100, rue Notre-Dame Ouest (angle Peel) Montréal (Québec) H3C 1K3, Canada
³Professor—École de Technologie Supérieure (ÉTS) 1100, rue Notre-Dame Ouest (angle Peel) Montréal (Québec) H3C 1K3 514 396-8800 Bureau A-3482, Canada
⁴Abran A, Professor—École de Technologie Supérieure (ÉTS) 1100, rue Notre-Dame Ouest (angle Peel) Montréal (Québec) H3C 1K3 514 396-8800 Bureau A-3482, Canada

Abstract

Today No-SQL databases are becoming more popular in addressing Big Data problems to complement relational databases used in cloud environments. Currently, the migration process from relational databases to No-SQL databases is not clear and mainly based on heuristics approaches such as the developers’ experience or intuitive judgments. This paper is part of a research whose goal is to propose a set of guidelines to support this migration process. This paper presents an experiment designed to obtain a baseline that allows a comparison between two migration approaches: the traditional heuristic approach without use of any guidelines and an approach where guidelines are used to help with the conversion. The experiment showed that guidelines can reduce the level of difficulty of the migration process.

Keywords: Column oriented databases; No-SQL databases; Distributed databases; Software experimentation; Cloud computing

Introduction

Research in recent years has increasingly focused on Cloud Computing and on how to profit from its potential, especially for its novel databases applications. The importance of Cloud Computing has been demonstrated by companies such as Amazon, Facebook, Google or Twitter and it is generally accepted that the data generated by these companies far exceed the capacities of current relational database applications. The interest for these technologies is now reaching also the mainstream corporations. Indeed, Cloud Computing has brought new developments and new challenges for software engineering because of the large amount of data it is starting to accumulate and analyze on a daily basis. These challenges include several data management challenges such as capture, storage, query, sharing, analysis, and visualization. Handling such large amount of data has led to the creation of a new research area referred to as "big data". This increasing growth in popularity for big data goes hand-in-hand with the growing need for experimentation in software engineering. Indeed, in their study of research on software engineering Zelkowitz [1] presented a survey, based on 612 papers chosen from three renown publications: IEEE Transactions on Software Engineering, IEEE Software magazine and the International Conference on Software Engineering. He concludes in observing that over 50% of the papers analyzed did not present any experimental validation. In other words these researchers hypothesize but they do not validate their hypothesis using any valid experimentation. Similarly, we observe an absence of experimental studies in the field of Cloud Computing databases.

Until a few years ago, companies had used massively the relational database technology (RDBMS) to deal with their impressive amount of data. However, different case studies published by Abadi [2] show that accessing petabytes of data efficiently using RDBMS, in the cloud, is very challenging and workarounds solutions, like sharding, creates many other problems. The emerging NoSQL databases, want to address these challenges. Unfortunately little work has been done to explore migration from RDBMS to No-SQL. For instance, Chonxing [3] proposed some migration rules for a conversion to HBase. However, more experimentation is needed, to show that a one-size-fits-all solution is not possible and not all applications are good candidates for this migration [4-6]. To really help the NoSQL neophytes, which are currently RDBMS experts, in understanding the new nomenclature and syntax guidelines and examples would help greatly. A first step towards reaching this goal is to develop a set of guidelines for the migration from RDBMS to NoSQL database.

This paper presents the design of an experiment to establish a baseline that allows a valid comparison between the migration process of a database from RDBMS to NoSQL. This paper reports on the experiment, by, RDBMS experts, to conduct an RDBMS to NoSQL migration without the use of any guidelines, namely, using a heuristic approach. Secondly, in a near future paper, a second group of RDBMS experts will conduct the same migration but using guidelines developed by our research team.

The paper is organized as follows. Section II presents the motivation of this research, including the problem statement, the research objectives and its context. Section III presents related work and our experiment design. Section IV reports the experiment execution and its preliminary findings. Finally, section V presents the conclusions and future work.

Motivation

We are progressively all connected on the Internet. Consequently, many companies, regardless of which sector they operate in, have started capturing more and more information over the internet. Indeed, Internet has begun the cloud “par excellence”. Currently, organizations are making available countless numbers of software applications that use, on a large scale, relational databases (Figure 1). Information has exponential rate of increase. Terabyte (TB)=1000 GB. Petabyte (PB) 1000 TB. Exabyte (EB) 1000 PB. Figure 1 shows the current trend observed of the NoSQL database use, that is to say,
by this year end the multiple of the unit byte for digital information normally used, is going to change from Terabytes to Petabytes, even Exabytes. This phenomenon was also predicted by John Gantz and David Reinsel [7] guarantees and storing space management [2]. That is, the administration of these systems becomes more and more complex, as reported by Figure 2 [2]. When a big data application that is using a relational database technology has shown its limits and that workaround solution, such as, sharing, are failing to solve the issues its time to think about No SQL technologies. Emerging Cloud Computing databases model, based on No SQL technologies, as shown in Figure 2, can address these challenges. Cloud computing solutions, whether public or private, along with the use of No SQL databases can, provide companies with new levels of economies of scale, agility, and flexibility compared with traditional IT environments based on the relational database model. It is predicted that, in the long term, these technologies will be a key toolset for dealing with the complexity observed in both, Cloud and big data applications.

A. Problem statement

Since the industry uses mainly relational databases and they are likely to migrate some of their large scale existing applications to a No SQL model, there is a need for a research need to improve this process by identifying a set of guidelines to help database specialists in this first time migration from RDBMS to No SQL database. Our experiment will be focusing on an H Base migration, which is a popular column oriented No SQL database developed as part of Apache Hadoop project.

B. Research objectives

The current trend is moving the past local applications that use RDB to the Cloud (No-SQL) (Figure 3). One immediate consequence of this trend is that past local applications that use massively the relational database model are moving to applications in the Cloud. See Figure 2. Although, it is still very popular to use the relational database model for Cloud applications, as shown in Figure 2, when the data deployed in the database servers (in the cloud) grow beyond 1TB, this technology starts to show its limits, e.g. in their work Stone brake [4,6,8] state the volume of data stored is related with problems in response time in the new research field called “big data”. Also the large increase in the number of users connected to cloud applications can cause other problems such as: transactional difficulties [2], ACID (Figure 3). This paper scope versus the overall research objective. Our research objective aims at investigating the benefits of the use of a set of guidelines as a way of improve the migration process of databases from RDBMS to NoSQL databases, focusing on HBase. In this article the concept “improve” is going to be used in the sense to bring into a more desirable or excellent condition the current migration process from SQL database applications to No-SQL database applications. Many authors have studied different ways to compare database application [9-12]. Figure 3 shows, graphically, our experimental research objective. We will use the same relational database application and follow two experimental tracks: the first, without the use of the guidelines, and the other one with the use of the guidelines. Many aspects have to be taken into account when migrate an existing application that uses an RDBMS database to a No SQL database. E.g. the evaluation implies the content evaluation of the two resulting database applications (which includes the coverage evaluation and the data correctness verification) and the SQL statement evaluation. At the end of the experimentation we will obtain two H Base databases and converted applications that can be compared (Figure 3). In order to conduct a comparison between the applications and resulting databases H Base and H Base’ we must conduct some preliminary experiments. The scope of this paper is to present these preliminary experiment results that serve as a baseline for the final research results and thus compare the results between the two H Base databases.

C. Context

The context and limitations of this research can be summarized as follows:

- The research results can be applied by any developer who wants to migrate an existing RDBMS application to column oriented No SQL databases.
- Unfortunately, we will see that not all the database applications are good candidates to be converted.
- In the same way, the results of this experiment cannot be extended to all No SQL database models, only to column oriented model, e.g. H Base, Cassandra or Hyper table.

Related Work

Few researches have addressed the problem of migration of a database application from relational environment to No SQL. Indeed,
there is very little information on how to do this, at least in a standard way; the options currently available to accomplish this migration are mostly based on a heuristic approach. It means, based on the developers' experience, educated guess, intuitive judgment, or common sense. This approach does not guarantee that an optimal solution will be found, but if it is properly done, it can provide a satisfactory solution. Salmen has proposed, in his initial attempt focused on identifying some of the core activities that are common to every migration process, to draw some general conclusions about how start this migration process (e.g. the DDI methodology proposed by Salmen [13], where DDI stands for Denormalization, Duplication, and Intelligent keys. De normalization is the process used to optimize the read performance of a database by adding redundant data or by regrouping data. Data duplication can be defined as the occurrence of redundant data within a system by various means. An intelligent key is a database key which depends wholly on one or more other columns in the same table. An intelligent key might be identified for implementation convenience, when there is no good candidate key. Another contribution to this research field was published by Chongxin who developed some rules to help in the migration from relational databases to a specific cloud computing database, which is H Base [3]. However Chongxin explorer a reduced set of ideas that he called “rules” (three to be precise) and this rules does not cover the entire characteristic that implies a relational database application today. Besides, Chongxin establish their rules in a consecutive order, it means, in the first stage, I must apply the rule number 1, then the rule number 2 and finally the rule number three. This way to work significantly reduce the results of the method used. The last work was suggested by Singh in [14,15] In their work some general guidelines were proposed, but the problem is the guidelines were developed using the methodology of use cases that follow a heuristic approach and reduce the possibilities to replicate the work or adapted in general ways to applied in other contexts.

Experimental Design

The experimental design was based on Jedlitschka’s work [16]. As stated earlier (Section II, subsection B), this experiment is the first part of the entire research project to address the migration problem from relational to NoSQL databases. Only the results of the experimentation of track 1 will be presented and used as baseline for the future comparison with the track 2 experimentation results. 

Goals, Hypotheses, Parameters, and Variables

The experiment goal is to create a baseline that allows a valid comparison between the migration process of a database from relational database to NoSQL database, without the use of guidelines (heuristic approach) and with the use of guidelines (the proposed solution). The null hypothesis is: H0: “there is no real improvement in the migration process with the use of guidelines; if there is any advantage, it is only coincidental, and the best option is to use an heuristic approach based on the developer’s experience”. On the other hand, the alternative hypothesis is: H1: “there is a significant improvement in the migration process with the use of guidelines; this is not coincidental and the better option to achieve this process is to use the guidelines”.

The experiment parameters are based on the research of Juristo and Wohlin [17,18]. The parameters are the invariable characteristics throughout the conduct of the experiment that do not influence their results. For this first experiment these parameters are: The experiment process, because it will be the same during both experiments (Figure 3). The migrated database characteristic such as tables, primaries keys, indexes, relationships or store procedures and that were used to analyze the two resulting databases. The SQL statements used to compare the No-SQL databases, because it will be the same for both HBase databases. HBase, which is the specific No-SQL database selected for this experiment, for both experiment. The response variables (i.e. dependent variables) are related with the improvement aspects. First, the content evaluation will be analyzed. This can be subdivided into two separate analyses: 1) coverage analysis, and 2) data correctness analysis. The coverage analysis will compare the two HBase database based on a series of relational database characteristics found in the migrated HBase database: Tables, Fields, Relationships, Views, Indexes, Procedures, Functions, and Triggers. We will analyze the percentage, in coverage, of these characteristics in the resulting HBase solution presented once migrated. The data correctness analysis pertains to the data represented in the resulting H Base database: analyze the percentage of data correctness presented in the migrated database as compared with the original relational data base. In a second set of results analysis, the SQL statement will be analyzed based on their response time. Finally, the total amount of effort required to conduct the migration process will be captured.

The factors (called also independent variables or predictor variables) are also related with the participant’s current level of expertise in both SQL and No-SQL: no expertise, intermediate, and advanced. In addition, the experimental case study application and database used in the experiment is of a small size and low-elaboration. Here the term "low-elaboration" is used to describe a database application that involves a high percentage of the main characteristic of database theory like tables, primary keys, store procedures and relationships but the calculated effort to build it is estimated between 20 and 30 hours of programming.

Case study participants

This experiment was designed using the point of view of a typical developer. Taking this point of view, the participants are asked to state their experience level and are classified according to 1) their academic background 2) working field; 3) number of years of work experience with relational database, and 4) the number of years of work experience with any NoSQL database.

The word “experience” will be related to the domains of programmer, relational database programmer or relational database administrator. Moreover, the classification can be summarized according to different options. The academic background has the options Graduate with PhD, Graduate with Master, Graduate, and Undergraduate Student. The working field has the options Industry, Academic, and Research Center. The number of years of work experience with relational database environment has the options of No Experience, Low Experience (less than a year), Middle Experience (2 to 5 Years), and Advanced Experience (more than 5 Years). Experience in No-SQL database (Figure 4).

Objects

The objects used in the experiment are as follows:

First of all, the synthetic database (the database source) given like a relational schema with a small size and low elaboration. It contains all the information in the form of fields, tables, views and relationships.

In the second place, the document with a similar example of migration process from relational database model to No-SQL database model. The document contains only an example and not the guidelines themselves.
Data collection procedure

Easterbrooke, Marcos, and Zelkowitz [1,19,20] describe this section as the right place for presenting the details of the collection method, from manual collection by the participants to automatic collection by tools. In this experiment the data collection procedure was manual because each participant received a schema to conduct the experiment. Besides, the procedure was conducted inside the process indicated by the red dotted line of Figure 6. Despite that this experiment does not cover the guidelines; it is important that the synthetic relational database used in the experiment has multiple examples of each guideline, and at least one. Another manual procedure was the survey, which was designed following the research work devised by Kasunic and Lethbridge [21,22]. It was composed of nine questions, with the first four were totally oriented to “experience classification”, as explained in participants sub-section. The fifth question was related with the migration process and the opinion about the first step to begin it. The sixth question was related with the effort needed to achieve the process without the guidelines. This question was rated from 1 to 5, where 1 indicates that the effort was easy to achieve without effort, a value of 3 indicates that it was required a maximum effort to achieve it and a value of 5 means that no matter how comprehensive the effort, it was not possible to achieve it. The seventh question was designed to evaluate their level of confusion during the process, e.g. no idea where to start or what the next step was. The questions were rated from 1 to 5, where: always confused, very often confused, sometimes confused, rarely confused, and never confused. The eighth question is a matrix for evaluating the percentage that covers the designed solution with regards to the relational aspects mentioned earlier (Table, Constraint, PK, and FK). Finally, the ninth question, the participant’s opinion to know if he/she thinks that to receive some guidelines could improve their process. This question was rated 1 to 5 with the levels: strongly agree, agree, undecided, disagree, and strongly disagree.

Conduct the Experiment Design

In the experiment execution has participated eighteen colleagues: Twelve participants belong to the industrial sector and four participants were graduate students at the École de Technologie Superieure (ETS). All participants were provided with a clear and well established knowledge about the purpose of the experiment. The material used in the execution was: The document including the call for participants. The participant’s instructions. The final survey form. The participants training document (White document). It was a document for the participants training document, including relational database and Not-SQL explanations. Second, it will be given one blue sheet, with the synthetic relational schema that will be migrated to No-SQL: as previously noted, this schema has a small size and low elaboration. The schema is based on the research of Singh [14] and it can be seen in Figure 5 Classification for the participants according their experience. The number of years of work experience related to any No-SQL database has the same options as above. The goal here is obtain a classification for the participants according their experience that allows us to know the combinations (pair) relational-NoSQL experience that needs the solution and where it can be most useful. The Figure 4, for instance, highlight the pair Low-Medium, meaning a "low" experience in relational database environment and "medium" Relational schema given to the participants (Figure 5).

It is important to note that the participants will have the option to choose the sub-schemas that they will select for the migration. For instance, one participant can choose only convert the sub-schema composed by the entities Hospital-Hospital City-City or he can select the entire schema. In the third place, it will be given one green sheet where the participant will write or design the No-SQL solution. In addition, the participant will receive several white sheets that he can use as drafts. Lastly and with regards to measurement instruments, a survey will be applied to the participants, after the experiment. The Figure 6 summarizes all the experiment steps. The red dotted line indicates the experiment itself, with the expected time of each activity.

(Green document). This was an empty sheet, where the participant could draw the new schema resulting from their knowledge.

The drafts documents (Yellow documents). It means sheets to draw any thing the participant could use as support.

Case Study Results

As mentioned previously, there are no experiments and data that support conclusions or decisions in the domain of migration from RDT to No-SQL databases. Generally speaking, all the migrations have been conducted using an heuristic approach, e.g., the developer’s experience or the developer’s educated guesses or their common sense. The goal of this paper is using the results obtained as a baseline for comparisons in future stages of the entire research. The experiment process, presented in Figure 6, consisted of two well established parts, first at all an explanation of all the technological context, it means, a tutorial about the RDT and the NO-SQL technology, a duration of 30 minutes was scheduled. After, all the participants received the documentation stated in section V. Subsequently the participants conduct the experiment, eventually filling the green sheet (the NO-SQL schema resulting from the migration). Finally they expressed their opinions filling a survey (Figure 7). Educational level of the participants. Figure 7 indicate a low level of interest from undergraduate students to participate in this kind of studies. Besides, in the participants is found an 89% of graduate that shows an interest to conduct the experiment. (50% graduates with master plus 39% of graduates). Figure 8 evidence a great participation the participants that chosen to begin with the tables. This leads from industry sector (83%) to think that start by the tables could be a good guess (Figure 6). Work area of the participants.

It can be observed in Figure 9 that a great number of participants have the experience in RDT field. A 45% have more than 5 years of experience and this result together with the Figure 8 result (83% of participants in industry sector) give a lot of value to the results of this experimentation. The difficulty during the whole process is reported by the Figure 12. As can be seen, the initial perception that the procedure is difficult was unchanged (near 78% resulting from 39% plus 39%). This notion was reinforced considering the Figures 9 and 10. First step in the migration process. So the participants think the process demands a considerable amount of effort, because the No-SQL databases are totally new for them (Figure 9). Experience’s years in RDT of the participants.

In contrast, Figure 10 illustrate that a 94% of the participants have no knowledge about No-SQL databases technology. The results show by Figures 10 and 11 strongly indicates that a set of guidelines could be an invaluable tool for the RDT experts in migration process. Experience’s...
In matters of the improvement aspect considered for the relational databases, for the experiment has studied only five: tables, constraint. The Figure 14 reveals that 50% of the participants think that their solution cover the “tables” aspect in a 100%. In contrast 22% think that their solution covered this aspect in a 0% (Figure 14). Primary Keys covered. The Figure 16 reports that 41% of the participants think that their solution covers the “primary keys” aspect in a 100%. In contrast 29% think that their solution covered this aspect in a 0% (Figure 16). Foreign key covered. The Figure 17 shows that 39% of the participants think that their solution covers the “foreign keys” aspect in a 100%. In contrast 28% think that their solution covered this aspect in a 0% (Figure 17).
database improvement aspect like fields, store procedures or triggers were put together in the aspect “others” and the Figure 18 reveals that 94% of the participants show no interest in these aspects (Figure 18). Others criteria covered finally the Figure 19 provides the opinion of the participants in case that a set of guidelines it had been provided. 28% are strongly agreed about their usefulness and 44% are agreeing with the relevance of this kind of tool in the migration process (Figure 19).

### Analysis and Interpretation

Fortunately, it is possible to show some feedback based on comments received during the workshop. Any information about guidelines was given to participants. It is reasonable to assume that those without familiarity in database have experienced more difficulties than others with some years of working with them.

The comments about the training session were positive in general. Despite the experiment trainer’s effort, it can be observed that during the first half hour of the experiment there was a considerably spent of time consulting the reference documentation, especially those participants without the requested experience. According the feedback of some PhD students, the first obstacle was to figure out what could be the first step to start the process. However, it is necessary to wait until the results are treated properly and appropriately. We expect to complete the analysis of the data by December 2014.

### References


